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‘ Runtime Precision Switching

Motivation of MoBiQuant

O An ideal Quant(LLM) should be able to adjust its precision at O However, existing PTQ methods optimize for fixed 0O We identify a bit-dependent outlier migration
phenomenon that hinders generalization.
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MoBiQuant: Mixture-of-Bits Quantization for Token-Adaptive
Any-Precision LLM

Dongwei Wang*, Jinhee Kim*, Seokho Han*, Denis Gudovskiy, Yohei Nakata, Tomoyuki Okuno,
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O MoBiSlice: Multi-bit quant/dequant with shared scaling.

Overall Framework

O MoBiRoute: Route tokens to different bit-slices.
O Jointly optimized during PTQ calibration.
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Tailored Kernel Design

O Bit-major pack for on-demand fetching.
O Shared scaling enables fast dequant.
O Kernel fusion reduces routing overhead.

Inefficient Bit-Transpose & Table Look-up &

Transpose ol U

—> |10

01110

Code, INT3

|

|

|

Table !
Look-up sl :
|

|

I

—
(70 C.’)

Codebook, FP16 : Bit-plane, INT1

(a) AnyPrecisionLLM (3bit) I

Bit-major packed slices

Qg

QA

i

Qa;

Shared scales

qu
(c) MoBiQuant (Avg. 3bit)

qu(lnactive)

Multi-scaling storing & dequantization &

oo bg2] Inactive plane
10

Scales for 3-bit, FP16

(b) AnyBCQ (3bit)

Xm

S T \
I Token 1: 4bit |

I Token 2: 2bit
| @ ishift-and-add |
| Right-shift W, |
{ before adding. !

7’

Table 1: DRAM read traffic across bit-wdiths.

Bit Planes DRAM Read A/Plane
2 | 12.73 MB —
4 2 24.05 MB +11.32 MB
6 3 35.40 MB +11.35 MB
8 4 46.68 MB +11.28 MB

Highlight Experimental Results

O Reduced outlier migration across bit-widths.
O Improved Cross-Bit Generalization, latency and throughput.
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